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Abstract

Finding approximate occurrences of a query in a text using a full-text index is a central problem in stringology with many applications, especially in
bioinformatics. The recent work has shown significant speed-ups by combining bidirectional indices and employing variations of search schemes.
Search schemes partition a query and describe how to search the resulting parts with a given error bound. The performance of search schemes
can be approximated by the node count, which represents an upper bound of the number of search steps. Finding optimum search schemes
is a difficult combinatorial optimization problem that becomes hard to solve for four and more errors. This paper improves on a few topics
important to search scheme based searches: First, we show how search schemes can be used to model previously published approximate
search strategies such as suffix filters, 01"0-seeds, or the pigeonhole principle. This unifies these strategies in the search scheme framework,
makes them easily comparable and results in novel search schemes that allow for any number of errors. Second, we present a search scheme
construction heuristic, which is on par with optimum search schemes and has a better node count than any known search scheme for equal or
above four errors. Finally, using the different search schemes, we show that the node count measure is not an ideal performance metric and
therefore propose an improved performance metric called the weighted node count, which approximates a search algorithm’s run time much

more accurately.

Introduction

Finding approximate occurrences of a string in a large text
is a fundamental problem in computer science with numerous
applications, especially in bioinformatics. In this paper, we will
address the problem for Hamming distance as well as for edit
distance.

More formally, the approximate string matching (ASM)
problem considered in this paper is defined as follows: Given
an error number k, a string, here referred to as a queryQ, and
a text T, composed of characters from an alphabet of size |ZI,
find substrings of the text whose distance to the query is at
most k.

Solving the ASM problem has become especially important
in bioinformatics due to the advances in sequencing technol-
ogy during the last years. The mainstream second-generation
sequencing techniques like Illumina produce reads of length
150-250 with an error rate of about 1%, mostly substitutions
caused by the sequencing technology.

Other sequencing technologies, e.g. Pacific Bioscience or
Oxford Nanopore, produce much longer reads but with a
higher error rate (in the range of up to 15%) containing sub-
stitutions, insertions, and deletions. A standard problem is
to map the reads back to a reference genome while taking
into account the errors introduced by the sequencing technol-
ogy as well as those caused by biological variations, such as
SNPs or small structural variations. Such a problem is almost
always modeled as the ASM problem for Hamming or edit
distance.

There are two main algorithmic strategies to address the
ASM problem for large inputs, including a long reference text
and/or a high number of reads: filtering and indexing.

In this work, we focus on the indexing approach. Here, the
main idea is to preprocess the reference text, the set of reads,
or both, more intricately.

Such preprocessing into full-text string indices has the ben-
efit that we do not have to scan the whole reference but can
conduct queries much faster at the expense of larger memory
consumption. String indices currently used are the suffix array
[1], enhanced suffix array [2], and affix arrays [3, 4], as well
as the FM-index [5], a data structure based on the Burrows—
Wheeler Transform (BWT) [6] and some auxiliary tables. For
an in-depth discussion see [7]. Such indices are used to com-
pute exact matches between a query and a text as a subroutine
in backtracking approaches. For the ASM problem for Ham-
ming or edit distance, the existing algorithms all have expo-
nential complexity in k (e.g. [8, 9]), and are hence only suited
for small k.

Lam et al. [10] introduced an idea based on bidirectional
FM indices to speed up ASM for Hamming distance. For the
cases k = 1 and 2, they partitioned the read into k& + 1 equal
parts and argued that performing approximate matching on
a certain combination of these parts in a bidirectional index
amounts to faster approximate matching of the whole read.
This combination is such that all possible error configurations,
i.e., all possible distributions of k mismatches among the parts,
are covered. The main idea behind improved speed is that a
bidirectional index does not have to start the search from the
beginning or end of the read but from any of the parts. There-
fore, we can start the search from a middle part and then ex-
pand it to the left and right into adjacent parts in any order we
like. By choosing multiple appropriate orderings of parts for
this purpose, we can perform a much faster ASM compared
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to a unidirectional search. By enforcing exact or near-exact
searches on the first parts of the partition, we significantly re-
duce the number of backtrackings or spurious results. By using
different orderings of parts, we ensure that all possible error
configurations are covered.

Kucherov et al. [11] formalized and generalized this idea
by defining the concept of search schemes. Assume a read can
be partitioned into a given number of parts, denoted by p.
The parts are indexed from left to right. A search scheme § =
{(ms, Ls, Ug)|s =1, ..., 8} is a collection of S searches, where
each search s is designated by a triplet (7, Lg, Us). 75 is a
permutation of 1, ..., p and denotes the order in which the
parts of the partition are searched in search s. L and U; are
denoting the accumulated lower and upper bounds of allowed
errors for each part.

Kianfar and colleagues [12] in cooperation with our group,
proposed a method to compute optimal search schemes
for Hamming distance under certain constraints by min-
imizing the overall number of edges in the backtrack-
ing trees of the search schemes. Their method is based
on solving a Mixed-Integer Linear Program (ILP), which
is costly. Hence, they can only compute solutions for up
to four errors in reasonable time and only guarantee for
1 and 2 errors to be optimal. This paper mentions that
Vrolands et al. [9] 0170 seeds can be reformulated as search
schemes.

Renders et al. [13] implemented improvements of the ap-
plied search schemes into their tool Columba. Instead of back-
tracking single error configurations, they use a banded ma-
trix to track multiple error configuration. By leaving out well-
defined paths through the matrix the number of search steps
is significantly decreased. To our knowledge and experience
this is currently the fastest implementation to execute search
schemes. Additionally, they benchmark search schemes based
on the pigeonhole principle and 0170 seeds for up to four
errors.

In their latest work [14], Renders et al. explore the possi-
bility of automated design of efficient search schemes. They
implement a new ILP formulation that is capable of generat-
ing search schemes for up to k& = 7 errors. They show that
search schemes generated with their tool hato and executed
with Columba outperform existing tools for lossless approxi-
mate search.

Searching in a bidirectional index using any given, valid
search scheme is already implemented in our library Se-
qAn [15] for Hamming and edit distance. Hence, it is at-
tractive to investigate methods to construct search schemes
for larger k. This fact and the shortcomings of the method
of Kianfar et al. inspired the work we present in this
paper.

We show how to cleverly formulate suffix filters [8], 0170
seeds [9], and pigeonhole filtering in terms of search schemes
and compare the performances of all methods using the
Columba tool [13]. We propose a novel metric weighted node
code to evaluate search schemes that correlates much better to
their actual performance than the node count measure used in
[12].

Finally, we will underpin these claims by collecting bench-
mark for all search schemes with Columba [13] and com-
pare the run times to the node count and our newly intro-
duced weighted node count. Supporting that the weighted
node count is a good performance indicator of search
schemes.

Mham (S) = Z

Nham (7, L,U)

(m,LU)ES
Uz -1
Nham (T, L,U) = D Njxj—1.a
d=L 5 1
ni—1,a+ (0 —1) ni—1,a-1 (1)
(ni—1,a+ (0 —1) -m_14-1) - T (2)
ni,d =
1 l=0,d=0
0 otherwise

Figure 1. Conditions: (1) £, < d <U; A1 <[ < [log, |T|1(2)
Ly <d<U Al>Tlog, |T|]1 The depiction of the weighted node count
for edit distance can be found in the appendix.

i-th part parts to the left parts to the right
=~
7= ( i, i—1,...,0, i+1,....k )
Li=( o, 0,...,0, 0,...,0 )
Ui=( o k... k, koo k )
Sph,k = {(m0, Lo, Uo), ..., (mk, Lk, Uk)}

Figure 2. Pigeonhole principle expressed as a search scheme S = {sy =
(012, 000, 022), s; = (102, 000, 022), s, = (210, 000, 022)} with k = 2,
query length |Q] = 8 and an alphabet of |£| = 2 for distjsm. Following an
edge down symbolizes a match between query and text. Branching to
the right indicates a mismatch. The first search covers the error
configurations {(0, 0, 0), (0, 0, 1), (0, 1, 0), (0, 1, 1), (0, O, 2), (0, 2, 0)}, the
second search covers {(0, 0, 0), (1, 0, 0), (1, 0, 1), (0, 0, 1), (0, O, 2), (2, O,
0)} and the third search covers {(0, 0, 0), (1, 0, 0), (0, 1, 0), (1, 1, 0), (0, O,
2), and (0, 2, 0)}.
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Material and methods

Nomenclature

In this section, we introduce fundamental notations and def-
initions. We use 0-based indices, which should be interpreted
as offsets from the first entry. A string is denoted as A =
apay...ajn — 1 where |Al denotes the length and g; refers to a
single character of the string. An infix can be denoted as A; ;
= adj +1...a; — 1. The approximate search of a query O = qo,
q1, ---qioi — 1 inside a text T = ty, ty, ..., t,_1 is defined as
finding a set of substrings in {t;, ¢, Zs, ., - - -} that are similar
under some metric dist( -, -), such that dist (¢, ., Q) < k where
k is the number of errors for the distance measure. For met-
rics, we exclusively use either Hamming distance dist),,,, or
edit distance dist,g;.

A bidirectional index as the 2FM-Index allows us to search
for a query Q by starting at any point in our query and ex-
tending it to the left or right until our full query is covered.



In a broad sense, a search scheme describes how to extend a
query step by step and how many errors are expected.

Assume the query Q is divided into p parts P = (Py, ...,
Py, _1) such that the concatenation of the parts equals Q. A
search scheme is defined as a set of searchesS = {so, s, ...,
sisi — 1}- Each search is defined as a triplet s; = (m;, L;, U;). The
search order of parts is defined by a permutation 7t = (7, ...,
1, _1) of {0, ..., p — 1}. To work with bidirectional indices,
e.g. a 2FM-Index, it is also required that 7t fulfills the connec-
tivity property, which states that each 7t; has to be one larger
than the maximum of the previous 7, or one smaller than the
minimum. Further on, let L; = (Lj o, ..., Li », — 1) denote the
minimal accumulated error and U; = (Ui, ..., U, 1) de-
note the maximal accumulated error while searching the part
in the order of 7. Then it must hold that the values in U; and L;
are monotonously increasing and the upper bound is larger or
equal to the lower bound U;; > L; ;, Vj. Search schemes that
fulfill those two requirements for all searches can be used for
searching in a bidirectional index and are hence called valid.
In the following, we will drop the search index i from L; and
U; and write L and U if the context is clear. The expression
L = (x, 9, z, ...) will be shortened to L = xyz to increase
readability.

An error configuration is a distribution of the & errors over
the parts and is denoted by (e, ..., e, — 1) with Zf:ol e; = k.
If a search scheme covers all possible error configurations, it
is called complete. Additionally, if each error configuration
is covered by only one search, it is called non-redundant. In
the case of hamming distance a complete and non-redundant
search scheme will lead to each match being found exactly
once. Contrary, edit distance based searches can find the same
position with different alignments.

An example of a search scheme can be seen in Fig. 2, where
the standard pigeonhole principle for two errors is expressed
as a valid and complete search scheme with three searches. It
can be seen that all error configurations are covered, albeit
some by several searches. Hence, the search scheme is redun-
dant. This opens the door for devising an improved version
of the pigeonhole search scheme that we will introduce in the
Subsection Formulating search strategies as search schemes.

Node count

The quality of a search scheme can be measured by counting
the number of extensions applied to a pattern, which equals
the number of search steps in the 2FM-Index. This measure is
also referred to as the node count and was introduced by Kian-
far et al. [12]. To compute the node count of a search scheme
we have to assume a distance metric, pattern length, and the
alphabet size. From the pattern length, we can compute vec-
tors £ and U which are similar to L and U but are inflated to
the length of our pattern. For search sy in Fig. 2, the bounds L
= 000, U = 022 are inflated to £« = 000 000 00, ¢{(¢4) =
00022222, or £P#) = 000 000 00, 2/»*") = 000 122 22.

Weighted node count

However, the node count has a few shortcomings as a perfor-
mance indicator for search schemes. This becomes especially
noticeable when comparing run times of backtracking to other
formulated search schemes when using higher error rates.
We introduce an improved weighted node count, which
takes into consideration that not all children of every node
can be visited. Depending on the size of the indexed text T,
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it is guaranteed that at a certain depth the search will not
visit every node. At depth /, the number of possible backtrack-
ing branches is #branches = |Z|'. A concrete reference T can
have at most |T| — [ different [-mers. Hence, below level | =
[log s TIT not all branches of the search scheme will be visited.
Using this reasoning, we change the computation of the node
count. From level [ on, the maximal number of nodes being
visited is lower than the total number of nodes. With this, the
weighted node count for Hamming distance can be computed
as seen in Fig. 1.

The weighted node count for edit distance looks similar
but has additional branches. We included the equation in the
appendix.

Formulating search strategies as search schemes

To formulate published search strategies into search
schemes, we need to determine a method to generate
S ={(ms, L, Ug)|s =1,...,8} for an allowed number of
errors. We have to ensure that the search scheme is valid and
complete. All our illustrations are for the Hamming distance,
but the schemes are equally valid for the edit distance. In the
following, we will describe several search schemes based on
different strategies:

Sy Pigeonhole based with k errors.

Sph—opt k> Optimized pigeonhole based with & errors.
Sy x: Suffix filter based with k errors.

So1x0.: 01%0 seeds based with k errors.

So150—ope,k: Optimized 01%0 seeds based with k errors.
Shi.k,p: Our custom heuristic to construct search schemes
with k errors and p parts.

Later on, we will compare these to additional search
schemes:

® Syt Backtracking scheme with a single search.

* Sossk: Optimum Search Schemes provided by Kianfar
et al. [12].

® Shianfark: Optimum search scheme that are split into k +
1 parts, also described by Kianfar et al. [12].

® Skuch k.k+1: Splitting the search into k + 1 parts. For k €
{1, 2, 3, 4} described by Kucherov et al. [11].

® Stuch.kkr2: Splitting the search into k + 2 parts. For k €
{1, 2, 3, 4} described by Kucherov et al. [11].

® Sharok: Search schemes provided by Renders ez al. [14].

All used search schemes with concrete numbers are listed in
the supplementary file in the Search Schemes section.

Pigeonhole strategy

From the pigeonhole principle, we can derive that a query with
k errors divided into k + 1 parts will imply that at least one of
the parts has to have zero errors. By performing k + 1 searches
where each search starts with a different part with zero errors,
we can create a valid and complete search scheme. An example
of this search scheme is shown in Fig. 2.

The above search scheme for the pigeonhole principle can
be improved with a tighter lower and upper bound. For ex-
ample, the first search of Sy, , finds all substrings with zero
errors in the first part. The second and further searches can
avoid searching for those results. Careful inspection shows,
that for search i, we could require at least one error on each
part to the left of part i. These parts will have been found with
zero errors by previous searches. To achieve this, we need to
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i-th part parts to the left parts to the right
~=~
= ( i, i—1,...,0, i+l k)
L; = ( 0, 1,14, i d )
U = ( 0, E—i+1,..., k k..., k )
Sph—opt,k = {(m0, Lo, Uo), ..., (7, L1, Ur)}

by 4 L .
Figure 3. An optimized version of the pigeonhole principle expressed as
a search scheme S = {(012, 000, 022), (102, 011, 022), and (210, 012, 012)}
with k = 2, query length |Q] = 8 and an alphabet of o = 2. The first
search covers the error configurations {(0, 0, 0), (0, O, 1), (0, 1, 0), (0, 1, 1),

(0, 0, 2), and (0, 2, 0)}, the second search covers {(1, 0, 0), (1, 0, 1), and (2,
0, 0)} and finally the third search covers {(1, 1, 0)}.

increase the bounds when searching to the left of part i (i.e.
parts i — 1 to 0). For these parts, the lower bound can be set
to 1 for part i — 1 and increased until value 7 is reached for
part 0.

Regarding the upper bounds, we can avoid the search for
certain values for the parts to the left of i. This is achieved by
decreasing the upper bound to k — i + 1 for the (i — 1)th part
and allowing one additional error for every next part to the
left until k is reached.

The resulting search scheme depicted in Fig. 3 has a lower
node count and the error configurations covered by each of
the searches are disjoint, in contrast to the standard pigeon-
hole principle depicted in Fig. 2. Optimized pigeonhole-based
search schemes with higher errors & > 2 have redundant
searches.

Suffix filter

The suffix filter can be seen as an extension of the pigeonhole
principle. Assume we have a factorization of the query into k&
+ 1 factors. Then according to Kirkkidinen and Na [8], there
must exist a strong match of a factor suffix, which means the
sum of the errors of s factors is smaller than s. We can model
this as a search scheme, by first searching a part i with zero
errors, then extending the search to the right as long as the
strong match criterion is met, and finally extending the parts
to the left.

For our small example, the suffix filter search scheme is de-
picted in Fig. 4. Note the difference in the error configurations
when comparing to the optimized pigeonhole scheme depicted
in Fig. 3. For these parameters, the suffix filter search scheme
is redundant.

01*0 seeds

The 01%0 seeds strategy of Vroland et al. [9] follows a formu-
lation that is stronger than the pigeonhole principle. It states
that if a read has k errors and is divided into k + 2 parts then
there exists at least 1 group of adjacent parts where the first
and last part have zero errors and all parts in between have
exactly one error. In the original formulation, 01*0 seeds are
found using a unidirectional FM-Index and extended and ver-
ified in text. In contrast to this strategy, we formulate the com-
plete search of the query as a search scheme. Let j be the num-

strong match extension to the left

Tri:( [ R t—1,...,0 )
Li=( 0,...,0, 1 )
Ui=( 0,....k—i, k )

{(m0, Lo, Uo), ..., (7, L1, Ux) }

%)
B
-~
i

)
S

il

Figure 4. Suffix filter expressed as a search scheme with k = 2, query
length |Q| = 8, and an alphabet of o = 2. The first search covers the error
configurations {(0, 0, 0), (0, O, 1), (0, 1, 0), (0, 1, 1), and (0, O, 2)}, the

second search covers {(1, 0, 0), (1, 0, 1), (2, 0, 0), and (0, 1, 0)} and finally
the third search covers {(1, 1, 0), (0, 2, 0), and (0, 1, 0)}.

ber of parts that match with exactly one error. Then we can
formulate the strategy with an ordering that matches part i
with 0 errors, then the next j parts with exactly 1 error, then
parti+j+ 1 again with 0 errors. The remaining errors are dis-
tributed over the remaining parts. Formally the search scheme
reads as:

5 (77"04,/2’ LO,k’ UO.k)7
(k-1 Lig—1, Up 1)

So1x0. = { (0,0, Lo,0, Uo,0), -
(71,0, L1,0, Ui0), ...

(7,00 Le,o> Uro)}

The search scheme Sy, produces searches with the same
order of parts. This enables merging searches, optimizing the
number of searches. We consider this an optimized 01*0 seeds
strategy which contains exactly k searches. A disadvantage of
merging searches is that it creates additional search paths, that
did not exist in the original Sy, search scheme. In Fig. 5, a
So1x0., search scheme is depicted. It consists of five searches
of which multiple searches search the parts in exactly the
same order with different error bounds. The optimized scheme
So140,p1,k With fewer searches but more nodes is depicted in
Fig. 6.

Topt,i = T0i,0
Lopt,i = min(L,-,,-)
Uopr,i = max(U; ;)
801*0—opt,k = {(mopr,i» Lopt,i» Uopt,i)|0 < i < k}

We evaluate the proposed search schemes in Subsec-
tion Evaluation. We compare the theoretical performance by
computing the node count and measure the actual run time.

Our search scheme heuristic

In this subsection, we provide a description on how to con-
struct a search scheme Sy 1., = {(70, Lo, Up), .. .)}. Our goal
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0 1* 0 parts to the right parts to the left
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Lij=( 0, 1....7, J> Jresds Jyeeend )
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Figure 5. 01*0 seeds expressed as a search scheme with k= 2, query length |Q| = 8, and an alphabet of o = 2.

PO

P2

Pl

~Labibd

Figure 6. Optimized 01*0 seeds expressed as a search scheme with k=
2, query length |Q] = 8, and an alphabet of o = 2.

is to construct search schemes with a low node count, which
can be used for errors k& > 4 for which optimum search
schemes are unknown. This algorithm does not guarantee
to create optimum search scheme, we also do not know
if the search schemes produced are complete or valid. Be-
cause of these limitations, we consider our method a heuris-
tic for search scheme construction. However, we checked that
the resulting search schemes are valid and complete for up
to 15 errors. Additionally, our heuristic has the same node
count as the known optimum search schemes and the lowest
node count compared to all known search schemes for higher
errors.

For our construction algorithm, we analyzed the known
optimum search schemes, where we noticed that they seem-
ingly have an internal structure. We will describe a parameter-
ized construction which will reproduce these search schemes.
The construction algorithm has two user defined parameters
k and p. The parameter k indicates the allowed number of
errors our scheme should cover. The parameter p controls
the number of parts and must be chosen such that p > k
(This is a limitation of our construction, it likely could be
removed). To find a search schemes with a low node count
one must iterate over different values of p. In all our test
cases, p = k + 2 results in the lowest node count, with the
exception of k < 2 where p = k + 1 has the lowest node
count.

From these two parameters, we need to derive the number
of searches and for each search the order of parts as well as the
lower and upper bound of each part. Computing the number
of searches, order of parts and the lower bound is much easier
than the upper bound. Starting with the number of searches,
we fix these to & + 1.

The order of the parts for a search i is defined as follows:

extending right

p—1i—1,...,0)

extending left

7Ti=(i,...

The lower bound of the parts are defined as follows:

x(p—i—1) x(i4+1)
m——— ,—~/\—A
L;i=(0,...,0,k—i,....k—1i)

The upper bound U; requires an additional matrix M. The
matrix M defines the maximum number of errors that are al-
lowed in a part. The rows correspond to the searches, and each
column corresponds to a part of the query:

M,
M=|-—+M
M, !
mo,0 mo k-1
’ ' m e Mo p—1
mi0 0,k p

m -1
ml,k e ml,p—l

Mp—1,0 -« M1 k-1
Mp.0 M k-1

mk,k . mk'p,]
The matrix M is split into three sub matrices called My,

M, and M,. Each of these matrices have to satisfy additional
constraints:

VO<i<k: m; = (j+1 I’l’lOdk)
VO<i<k: my; = k
Vi>kAO<j<k:mj = k—j

Vj <1i: mi j+1 = mj
V] > mi j—1 < mi ;

The first three conditions can be used to to generate subma-
trices My, My, and M, respectively. The last two conditions
are not automatically fulfilled after generating M. In an ad-
justment step, the first column i with an element mz; ; violating
these condition has to be adjusted by permuting its elements.
The elements m_; until 2, _;_; without the element 2, ; will
be permuted until a valid combination is found. (We do not
know if this step will always terminate, in our tests it worked
for k < 1000.) This adjustment step has to be repeated until
all columns fulfill these conditions. In a last step, the matrix
M will be reordered to M,,4 according to 7

1M0,7[0] 7720,70[1] - - - 720,70 p—1]
M, = M1z [0] M1,mq[1] - - ML [p—1]
M0 Py [1] - -+ Mo,y p—1]
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P2

P3

>—0—0—0—0—0—0

PO &
Figure 7. Search scheme generated by our construction algorithm. S =
{sp = (2310, 0000, 0022), s; = (1230, 0011, 0112), and s, = (0123, 0002,

0122)} with k = 2, query length |Q| = 8, 4-part-split and an alphabet of ||
= 2 for distpam.

The upper bound of the parts can now be defined as follows,
limiting the values to a maximum of k:

Ui = (min(0 + M,,4[i][0], k),
min(L;[0] + Moqlil[1]. k),
min(Li[p — 2] + Moalil[p — 11, k))

Fig. 7 shows a search scheme with two allowed errors and
split into four parts. The node count is identical to the known
optimum search schemes.

Step by step example

The following section will go through an example creating
Su.3.5, which, in this case, is an optimum search scheme. It
allows searches for up to k = 3 errors and splits a query into
p =k +2 =5 parts. We start by generating the order of pieces
for each search:

o =(0,1,2,3,4)

=(1,2,3,4,0)
m =(2,3,4,1,0)
w3 =(3,4,2,1,0)

T

Next, we generate the lower bound L of every search:
Ly =1(0,0,0,0,3)
Ly =(0,0,0,2,2)
L,=(0,0,1,1,1)
L;=(0,0,0,0,0)

To generate the upper bound, we first need to compute M,,4
first. For this, we create an initial matrix M:

mg,0 1m0,1 10,2 10,3 10,4
mi,0 m1,1 M2 11,3 1 4
my o My 1 My M) 3 M) 4
m3,0 M3 1 M3 2 N3 3 M3 4
M40 M4 1 M4 143 14 4

My =

02133
10222
21011
33300

The value m,1 = 2 and my_, = 1 violates the property m, 1
<my,,. Triggering a permutation of the column 2 results in a

new matrix Mj:

02233
10122
21011
33300

M =

This matrix My fulfills all required properties, so we can con-
tinue reordering the values according to 7 to receive M, ;:

02233
01221
01112
00333

M ord =

To compute U we need to combine L and M,,4.:
Uy = (min(0 + 0, k), min(0 + 2, k), min(0 + 2, k),
min(0 + 3, k), min(3 + 3, k))
~(0,2,2.3,3)
U; = (min(0 + 0, k), min(0 + 1, k), min(0 + 2, k),
min(0 + 2, k), min(2 + 1, k))
=(0,1,2,2,3)
U, = (min(0 + 0, k), min(0 + 1, k), min(0 + 1, k),
min(1 + 1, k), min(1 + 2, k))
—(0,1,1,2,3)
U; = (min(0 + 0, k), min(0 + 0, k), min(0 + 3, k),
min(0 + 3, k), min(0 + 3, k))
=(0,0,3,3,3)

This results in four searches sp = (01234, 00003, 02233), s;
= (12340, 00022, 01223), s, = (23410, 00111, 01123), and
s3 = (34210, 00000, 00333).

Results and discussion

Evaluation

In this section, we want to evaluate the node count, weighted
node count and run time of all search schemes. In our bench-
marks, we use a string generated over the alphabet © = {A, C,
G, T} of length 3 billion as our reference text. (Roughly, the
size of the human genome). As queries, we created a fixed set
of simulated strings of length 50 with an exact number of edit
distance errors depending on the benchmark. The length of 50
mimics methods that use the FM-Index as a seeding strategy
[16, 17]. For run time measurements, we used the Columba
tool [13] in version v1.2. We activate uniform partitioning
and did not use in-text verification to avoid query specific op-
timization, but we used Columbas “editopt” search distance
knowing this will lead to overestimation of our weighted node
count. To generate simulated genomes, simulated reads and
search schemes, we use our tool Sahara [18]. We also use it to
simplify the preprocessing steps for Columba. While Sabara is
capable of executing searches, we decided to use the superior
implementation in Columba, which also maintains the com-
parability with previous published papers by Renders et al.
Using the node count as a performance predictor (Table 1),
we expect that Sy, 42 and Spgs , outperform all other search
strategies. Interestingly, it even predicts that S 42 outper-
forms the optimum search scheme Spgs for two errors. We
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Table 1. Showing the node count of different search schemes. Assuming |P| = 50, |Z| = 4 and edit distance. The lowest node counts are highlighted.
Empty cells denote non-existing search schemes

errors 1 2 3 4 5 6
She.k 1025 - 10! 1343103 1293 -10° 975 - 107 600 - 10° 309 - 10"
Soss.k 530 - 10! 747 . 103 732 .10° - - -
So1+0.k 585 - 10! 836 - 10° 1004 - 10° 949 . 107 703 - 10° 424 . 101
Sot0-opt.k 581 - 10" 1014 - 10° 1356 -10° 1279 - 107 951 -10° 567 - 101
Sk 530 - 10! 1199 - 103 1621 -10° 1561 -107 1166 - 10° 703 - 10!
Sphopt k 530. 10! 900 - 10° 1062 - 10° 938 . 107 649 - 10° 368 - 10'!
Stk 530 - 10! 780 - 10° 889.10° 753 -107 557-10° 315 - 10"
SHakkt1 530 - 10! 779 - 103 790 - 10° 603 - 107 389 -10° 205 - 101
Stk ks2 581 - 10! 737 . 103 732 .10° 568 - 107 359.10° 189 . 10"
St kkss 645 - 10" 790 - 10° 753 - 10° 579 . 107 362 - 10° 189 . 10!
Skian fark 530 10! 779 - 103 1194 - 10° - - -
Shuch ket 1 530. 10! 807 - 103 983 . 10° 1122107 - -
Shuch ke k2 581 -10! 857 -10° 804 - 10° 1055 - 107 - -
Shato.k 530 - 10! 762 - 103 834.10° 659 - 107 483 -10° 235 . 101

Table 2. Showing the run time in seconds of search schemes run by Columba searching for 100 000 queries. Using |/ =50, |X| =4, | T = 3 000 000 000,
with simulated reads using edit distance. The lowest run times are highlighted. For k = 5 and k = 6, only 1000 queries were executed and the run time
scaled by 100. Empty cells denote non-existing search schemes. The search scheme Sy« k.3 for k = 6 failed due to a Columba fallback to a normal
bidirectional search and Sy x timed-out after 1 h

Errors 1 2 3 4 5 6

Spr i 28.08 725.68 timeout timeout timeout timeout
Soss.k 1.54 5.17 48.13 - - -
So140.k 1.80 5.92 21.54 70.81 263.00 1084.00
So140—opt.k 1.80 515 16.44 58.08 725.00 9432.00
Spb ke 1.52 2.16 54.60 1672.09 29 789.00 239 756.00
Sph—opt.k 1.52 2.07 38.11 860.12 14 862.00 12 0531.00
Stk 1.54 2.02 13.80 357.49 2225.00 12 194.00
St ko k+1 1.53 2.01 20.41 534.57 5§937.00 44 025.00
Stk k2 1.78 5.04 48.50 928.63 9784.00 78 642.00
Stk k+3 3.75 11.28 145.14 1885.38 19 851.00 failed
Shian fark 1.52 2.01 107.31 - - -
Skuch k. k+1 1.53 2.06 8.40 62.47 - -
Skuch.kki2 1.78 5.23 16.19 50.56 - -
Shatok 1.55 2.05 8.36 57.93 68.00 426.00

Table 3. Showing the weighted node count of different search schemes. Assuming |P| = 50, |Z| = 4, |T] = 3000000000 and edit distance. The lowest

weighted node counts are highlighted. Empty cells denote non-existing search schemes

Errors 1 2 3 4 5 6

Spik 1082.60 434,102 122.10* 255.10° 414 .10° 530.10°
Soss k 31.65 198.46 2669.57 - - -

So140.k 47.52 229.60 1122.48 2650.15 15086.29 123 820.56
So150—opt.k 31.70 137.24 545.41 1255.75 46111.73 2879754.09
Sph ke 31.65 48.99 8531.56 530041.98 15683373.87 253620952.60
Sph—opt.k 31.65 48.63 2678.92 233968.19 3128519.06 94408 630.87
Stk 31.65 48.98 3534.11 106 714.51 3313394.15 40034 994.27
St kb1 31.65 48.98 3782.52 128136.32 3617506.01 44 548 566.52
Stk k2 31.70 137.24 2669.57 42121.71 684323.68 9127067.20
SHakkt3 76.53 368.88 4184.41 76653.18 1224984.33 18787288.71
Shian fark 31.65 48.98 6323.76 - - -

Skuch ke k1 31.65 48.63 304.05 3375.69 - -

Shuch ke k+2 31.70 183.68 545.41 1497.72 - -

Shatok 31.65 48.63 304.05 3006.80 1996.37 31105.20

attribute this to the partitioning of the query. Since the query is
50 bases long and divided into four parts, the parts will have
either 12 or 13 bases. Depending on the partition, the node
count prefers one or the other search scheme.

When measuring the run times for 100 000 queries using
the different queries Table 2 tells a different story. Despite our
prediction derived from the node count, in every error cat-

egory our heuristic search schemes Sy ;1. and Spgs, were
outperformed by other schemes. A similar observation was
also made by Renders et al. [13]. Moreover, our node count
prediction indicates that all search schemes will have similar
magnitude in run time, especially Sy, should not be slower
than 2x the fastest search schemes. Contrary to our predic-
tion the actual run times in Table 2 show that Sy, ;, is multiple
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magnitudes slower than every other search schemes. Lastly,
from the node count, one should estimate that every addi-
tional error increases run time about 100x, predicting run
time of Spy,0 suggests an increase of 10'°x when chang-
ing k = 1 to k = 6. Our benchmarks show it is less than 103 x
slower. This is observable for all search schemes. From these
observations we conclude that node count is not a useful pre-
dictor to estimate the performance of a search scheme.

As an alternative run time estimation, we compare our pre-
viously introduced weighted node count with the run time.
Table 3 lists the different weighted node counts. Here we see
correlation between the predicted fastest search schemes and
the actual run time. Only for k = 4, our prediction of fastest
and second-fastest search scheme is swapped. The weighted
node count correctly predicts that Sy, , is magnitudes slower
than the other search schemes.

If we compare across error categories, e.g. Spq40.4, We pre-
dict an increase of 2600 x going from k = 1 to k = 6. In
our measured data, we see an actual increase of 600 x. Similar
correlation can be made across all search schemes. We are as-
suming the deviations originate from the optimizations of the
Columba tool, which only follows a reduced set of edges. We
normalized the (weighted) node count by a factor, such that
Soss.k for k =1 is perfectly predicted. (We have chosen Spgg 4
for no specific reason. The tables look similar if a different
search scheme is chosen for normalization.) The value is then
divided by the actual run time, giving us a ratio. The resulting
numbers are shown in Supplementary Tables S1 and S2. The
weighted node count is often a very good predictor of the run
time (mostly within a factor of 2). The maximal overestima-
tion is in one case 160x while the node count over-estimates
16 - 10°x.

The weighted node count is not a perfect predictor of a
search scheme performance, but it is a superior estimator com-
pared to the node count approach. It allows to identify a well
performing search scheme considering the number of allowed
errors, the query length and the length of the reference text.

We ran the same benchmark on a fixed set of simulated
strings of length 150, which is a typical size of reads produced
by Illumina sequencing machines. The results are less informa-
tive and can be found in the Supplementary Tables S3-S5. The
run-times within an error category are close such that expres-
sive derivations are harder to show, and we decided to focus
on reads of length 50 instead. Additionally, we ran the bench-
mark using the human genome with a read length of 50 and
150. The results can be seen in Supplementary Tables S6 and
S7. While these results look similar, they require the weighted
node count to take the self-similarity of the reference genome
into account. We decided to adhere to the random generated
reference, because it is a simpler model.

In summary, we see that S, has the lowest run time (with
exception of k = 4) even though it does not have the lowest
node count. Our weighted node count prediction is closer to
the real run time compared to the node count. The node count
wrongly predicts that Sy ;4 is the fastest for all & > 2. In
contrast, the weighted node count predicts the fastest search
scheme for all error category correctly, missing the real run-
time by a small factor.

Conclusion

We formulated different search strategies as search schemes
and introduced our own search scheme construction algo-

rithm. This enables the creation of search schemes with any
number of errors. We showed that our search scheme achieves
the lowest node count in every error category, but run times
expose that there is no correlation between the run time and
the node count. We used this knowledge to introduce an im-
proved weighted node count, which can be used to estimate
run times to a certain degree of certainty. This allows to choose
the best search scheme for a given set of queries, which con-
firms the finding of Renders et al. [14]. Although, there is space
to explore even better predictors, the weighted node count can
be used for future development of new search scheme con-
structions that enable better performance.

Supplementary data

Supplementary data is available at NAR Genomics & Bioin-
formatics Online.
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Appendix
Weighted node count

edit(S) = X cuyes Medie (T, L, U)
Ui
Megie (0, L, U) = Zd‘:‘ﬁ‘ltﬂil Niz)-1.d

(1) Ly<d=<Uynl=<l=<Tlog, |TN
(2) ﬁl < d < Z/l] Al > |—10g{7 |T|-|
[=0,d=0

0 otherwise

V=m_qaq+(c—1)m 14 1+0-mg1+mn_141
IT|

ol

R)=m_1g+t(oc—=1)-m_y4.1+0-mg1+n_14-1)

Weighted node count for edit distance. In most practical
application, this formula results in an overestimation, because
some recursive calls can be optimized.
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